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Abstract
The wide use of recommendation systems includes more users and items in system
operations, leading to a significant increase in the size of related datasets. However,
recommendation algorithms on existing single-machine-based graph engines have
been developed without considering the important characteristics of recommenda-
tion datasets, i.e., huge size and power-law degree distribution. In this paper, we
address how to realize efficient graph- and matrix-factorization-based recommenda-
tion algorithms, handling recommendation datasets on RealGraph, a state-of-the-art
single-machine-based graph engine. Through extensive experiments, we demonstrate
that our recommendation algorithms on RealGraph universally and consistently out-
perform the algorithms on other graph engines over all datasets up to 34 times.

Keywords Graph engine · Single machine · Recommendation system ·
High performance

1 Introduction

Recommendation systems select and provide a few interesting items to a target user
from a huge number of items [15,19,23]. Owing to their usefulness, they have been
widely adopted in a number of companies including Amazon, Facebook, and Netflix
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for their business success [10,14] and also have been applied to a variety of domains
including movies, books, music, social networks, and TV shows [5,35]. There have
beenmany research efforts on developing recommendation technology and systems [1,
4].

Collaborative filtering (CF) is one of fundamental techniques for recommenda-
tion systems that recommends some items to a target user by referring to a group
of users whose preferences are similar to that of his/hers [31]. Graph-based and
matrix-factorization (MF)-based algorithms are typical algorithms that realize the
CF technique [12,21,36,37].

As recommendation systems have been used more and more, the numbers of users
and items get larger and larger in the online world so that datasets representing them
and their relationships have also increased dramatically. Most of datasets used with
recommendation algorithms can be represented as a big graph. For efficient process-
ing of algorithms with big graphs, various single-machine-based graph engines have
developed [6,8,20,22,26,27,30,39].

Toward the same goal, we have developed RealGraph [18], a graph engine that can
handle big graphs in a very efficient waywith limited computing resources. RealGraph
bases its design on the principles adopted in well-known database storage systems
such as WiSS [7], Exodus [3], and Shore [2] that efficiently store/retrieve big data.
RealGraph consists of four layers: a storage management layer, a buffer management
layer, an object management layer, and a thread management layer.

In this paper, we address how to develop graph-based and MF-based recom-
mendation algorithms running on our RealGraph and demonstrate their superior
performances compared with those of existing ones via extensive experiments. As
graph-based algorithms, we choose the recommendation algorithms based on the ran-
dom walk with restart (RWR) [37] and the belief propagation (BP) [17], both of
which are widely used ones in recommendation systems, and also choose the rec-
ommendation algorithm based on the alternating least squares [34], which is also a
representative MF-based one.

Existing graph engines perform graph algorithms through the scatter and gather
phases in turn [11]. The intermediate results for each edge are generated in the scatter
phase, and those are used in the gather phase for updating the values of nodes. As a
dataset gets larger, the size of such intermediate results also increases. Since graph
engines perform algorithms with limited memory, I/Os to store these intermediate
results into the secondary storage could happen for the next gather phase.

As a solution to reducing the amount of I/Os,we decide that RealGraph immediately
updates the value of each node by merging the two phases into one. It generates the
intermediate results for only nodes instead of edges. Since the number of nodes is
much less than that of edges, the intermediate results for nodes occupy a little space
for main memory rather than those for edges.

Wealso consider the characteristics of real-world graphs usedwith recommendation
algorithms: the power-law degree distribution [24] indicating that a few nodes have
a huge number of edges, while a huge number of nodes have a few edges as shown
in Fig. 1. Existing graph engines mostly assign a set of nodes connected to a single
node to a thread [13,22]. This type of workload allocations could lead to the load
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Fig. 1 Degree distribution of real-world datasets used in our experiments

imbalance across threads or the frequent thread synchronization, both of which cause
the performance of graph processing slow down.

On the other hand, our RealGraph assigns all the nodes in the same block, which is
a unit of I/O and also of a fixed size, as a workload to a thread. The workload among
fixed-size blocks is almost the same. As a result, the amount of workloads to threads
will be uniform and thus almost the same. This makes the thread synchronization
occur infrequently because only a few nodes have a large number of edges thanks
to the characteristic of power-law degree distribution. Also, we note there are only a
small number of nodes whose adjacent edges occupy across multiple blocks.

We compare the performance of recommendation algorithms on RealGraph with
those on existing graph engines such as GraphChi [22] and X-Stream [30] which
provide both their codes and the recommendation algorithms implemented on them-
selves. By extensive experiments, we verify the effectiveness of the recommendation
algorithms performed on RealGraph by showing that they outperform those on other
graph engines greatly up to 34 times.

The contributions of this paper are summarized as follows. We address how to
develop efficient recommendation algorithms on our RealGraph.We evaluate its supe-
riority in comparisons with other implementation options on graph engines through
extensive experiments under different settings.

The organization of the paper is as follows. Section 2 explains recommendation
algorithms. Section 3 introduces RealGraph and its optimizations related to recom-
mendation algorithms. Section4verifies the superiority of recommendation algorithms
on RealGraph by extensive experiments. Finally, Sect. 5 summarizes and concludes
the paper.

2 Recommendation algorithm

This section introduces algorithms for recommendation systems. We first explain
graph-based recommendation algorithms in Sect. 2.1, then describe a matrix-
factorization (MF)-based recommendation algorithm in Sect. 2.2.
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2.1 Graph-based recommendation algorithm

We consider the random walk with restart and the belief propagation for graph-based
recommendation algorithms, following references [17,23,25].

2.1.1 Randomwalk with restart

The random walk with restart (RWR) is one of the most commonly used graph-based
algorithms for the CF technique [37]. In the recommendation systems context, it
calculates the personalized ranks of all the item nodes for a target user node based on
the random surfer model [25].

Given user-item nodes in a bipartite graph as in Fig. 2, a surfer in the target user
node randomly moves into one of its neighboring nodes in a probability or returns
to itself with other probability. The item nodes, which are more reachable from the
target user node, are considered to have a close relationship with the user node, thus
get higher rank scores than others. For the target user node, the item nodes with the top
rank scores are eventually recommended to the target user. Algorithm 1 shows RWR
based on the sparse matrix-vector multiplication [9].

Algorithm 1: Random walk with restart
Input : Adjacency matrix W

Damping factor a
Ranking vector r
Initial ranking vector r0

Output: Ranking vector r

1 while r has converged do
2 r = (1 − a) ∗ W ∗ r + a ∗ r0
3 end

2.1.2 Belief propagation

The belief propagation (BP) is an algorithm to infer a state of each node by calculating
the belief score and is also used to realize the CF technique [12,17] in recommendation
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systems. The belief score of each user or item node in a specific state means the
probability that the node is in the state. The belief scores of states for each node are
computed by exchangingmessages with its neighboring nodes. A message indicates a
node’s opinion about its adjacent node’s possibility of being in a specific state, which
is computed by Eq. (1) [12].

mi j (xc) ←
∑

φi (xd) ∗ ψi j (xd , xc)
∏

k∈N (i)\ j
mki (xd) (1)

Here, mi j (xc) denotes the message sent from vi to v j , indicating vi ’s opinion (i.e.,
belief) about v j ’s likelihood of being in state xc. The message from vi to v j is the
product of the messages from vi ’s adjacent nodes except v j (N (i)\ j). ψi j (xd , xc) is
the edge potential obtained from the propagation matrix that represents the probability
of v j being in state xc when its neighboring node vi is in state xd . φi (xd) is a node
potential that represents the initial probability of vi being in state xd .

After message passing, the belief score that the vi ’s probability of being in state xc
is finally determined by Eq. (2) where k is the normalizing factor.

bi (xc) = k
∏

j∈N (i)

m ji (xc) (2)

For BP in recommendation systems, a message in a graph can be regarded as a user
node’s belief on the likelihood of an item node to be preferred by the target user node.
Thus, BP infers the belief score (i.e., likelihood) on each item node that the target user
node prefers, and recommends those items with the top belief scores to the target user.
The pseudocode of BF is as following Algorithm 2.

Algorithm 2: Belief propagation
Input : Graph G =< V , E >

Node state X
Output: Belief score b

1 for i ∈ n do
2 for j ∈ m do
3 compute mi j (xc) following Equation 1
4 end
5 end
6 for i ∈ n do
7 compute bi (xc) following Equation 2
8 end

2.2 Matrix-factorization-based recommendation algorithm

We present a recommendation algorithm based on MF [16,28,32,34]. Figure 3 shows
MF, a matrix operation that approximates a large sparse matrix R by the multiplication
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Fig. 3 Matrix factorization (R ≈ U × V )

of two low-rank matricesU and V (R ≈ U ×V ). In matrix R, a row indicates a user, a
column does an item, and each element indicates a rating of the item given by the user.
In matrices U and V, a row/column indicates a user/item, respectively, a column/row
indicates a latent factor, and each element does a latent value. For recommendation,
we predict the unknown value of matrix R (i.e., unknown rating) by the multiplication
of the two matrices U and V.

Alternating least squares (ALS) is one of most commonly used algorithms to obtain
the two matrices U and V from matrix R for MF-based recommendation that perform
as following Algorithm 3 [34]:

Algorithm 3: Alternating least squares
Input : Initialized matrix U with small random numbers
Output: Matrices U and V

1 for n times do
2 Compute the V that minimizes Equation (3) for fixed U
3 Compute the U that minimizes Equation (3) for fixed V
4 end

objective function =
√
1

n

∑
|p(u, v) − r(u, v)|2 (3)

3 RealGraph

This section introduces our single-machine-based graph engine, RealGraph [18]. We
first present the architecture of RealGraph in Sect. 3.1, its optimizations for recom-
mendation algorithms in Sect. 3.2, and its procedure for graph processing in Sect. 3.3.

3.1 Architecture

RealGraph [18] adopts the vertex-centric model [13,20] as a programming model and
the external-memory model [30,39] as a memory model.

Figure 4 shows the underlying architecture of RealGraphwith four layers: A storage
management layer, a buffermanagement layer, a objectmanagement layer, and a thread

123



Efficient processing of recommendation algorithms on a… 7991

Buffer

Graph data

Buffer index

IndicatorAttribute

Thread pool <Main, Worker>

Object index

Vector 
Vector

Storage 
management

Buffer 
management

Object 
management

Thread 
management

I/O

Cur. bit vector
Next bit vector

Disk

Memory

Fig. 4 Architecture of RealGraph

management layer. RealGraph is based on the design of existing database storage
systems such as WiSS [7], EXODUS [3], and Shore [2] to manage memory and
storage space.

Storage management layer: as the lowest layer, it manages the space in the sec-
ondary storage that is partitioned into the fixed-size blocks matched with the standard
I/O units defined by the graph engine. In RealGraph, we set the size of a block as
1MiB. The role of this layer is to allocate and release the space for each block in the
secondary storage, and to perform their I/Os for further processes in its upper layers.

Buffermanagement layer: it manages the space of mainmemory for more efficient
I/Os. Its role is to allocate/load/release blocks in main memory. There exist a buffer
and a buffer index. The buffer is the space for maintaining blocks in main memory.
The buffer index is to index the blocks currently loaded in the buffer to quickly access
to them.

Objectmanagement layer: itmanages the objects in blocks, each ofwhich contains
a set of objects inside. If the length of an object exceeds the size of a block, it is stored
across multiple blocks. In RealGraph, we represent a graph in the form of adjacency
lists, each of which corresponds to a single node, containing the node and a set of its
neighboring nodes (i.e., edges) with weights in an object. This layer also maintains
an object index that is to index all the objects to identify quickly their locations in the
secondary storage.

Thread management layer: it manages threads and accesses/processes the graph
data via multi-threading. In RealGraph, there are two types of threads: a main thread
and a worker thread. The main thread controls multiple worker threads, each of which
executes a certain job. This layer provides spaces containing the intermediate com-
putation results (e.g., attribute vectors) obtained while running graph algorithms on
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RealGraph. It also has two indicators to identify those nodes to be processed in the
current and next iterations.

3.2 Optimization

Existing graph engines mostly perform a graph algorithm via two phases: the scatter
and gather phases. In the scatter phase, each node delivers its own value to its adjacent
nodes through its outgoing edges, while in the gather phase, each node updates its
value by using those values obtained from its adjacent nodes via its incoming edges.

In existing graph engines [22,30], the gather phase starts after completing its pre-
vious scatter phase. The intermediate result should be generated for each edge in the
scatter phase. If intermediate results exceed givenmemory space, they should be stored
in the secondary storage. In the gather phase, for a node, its new value is computed by
aggregating the values (i.e., intermediate results) obtained from the incoming edges
connected to its neighboring nodes. As a graph gets larger, the amount of intermediate
results increases because the number of edges is very large. After all, existing graph
engines adopting such scatter and gather phases suffer from a huge I/O overhead in
the case of processing a big graph.

RealGraph processes the scatter and gather phases simultaneously. In other words,
each node immediately reflects its value on its adjacent nodes in a single phase. Thus,
RealGraph maintains the intermediate results for nodes instead of edges. Since the
number of nodes is typically much less than that of edges, the size of intermediate
results for nodes is much smaller than that of edges. This reduces the I/O overhead to
the secondary storage greatly. Also, sometimes there could be no I/Os for maintaining
intermediate results.

In addition, we improve the performance of graph algorithms on RealGraph by
leveraging the characteristic of real-world datasets used in recommendation systems.
Figure 1 shows the degree distribution of a real-world dataset in log–log scale. The
x-axis represents the degree of nodes, and the y-axis represents the number of nodes.
As shown in Fig. 1, real-world datasets follow the power-law degree distribution
where a small number of hub nodes have a high degree and most of nodes have a low
degree [24]. In terms of the recommendation domain, it means that a few items are
rated by a lot of users, while most items are rated by only a few users.

Existing graph engines use node-based or edge-based workload allocation across
threads. The node-based one indicates that it assigns a single node and its adjacent
nodes (i.e., edges) to a thread [22]. This allocation would cause the very skewed
workload allocation across threads due to the power-law degree distribution of real-
world graphs. This leads to a failure of workload balancing over threads.

The edge-based one indicates that it assigns a thread with a single edge [30]. This
allocationmakes the value of a hub node updated by a large number of threads because
it has a large number of incoming edges. This requires to a lot of thread synchroniza-
tion. As a result, the workload methods used in existing graph engines degrade their
performance in processing real-world graph datasets in recommendation systems.

We employ the block-based workload allocation to address these problems. This
assigns a block as the workload to each thread. A block, as mentioned in Sect. 3.1, has
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a set of objects in general or a partial object (in case one object is larger than a block),
due to its fixed size. Thus, all the threads are assigned with almost the same amount
of workload. Also, the thread synchronization rarely occurs because a thread handles
its block independently without any collaborations with other threads. For example,
the frequency of the thread synchronization is about 0.0026%, a very tiny portion of
the entire execution, for the datasets used in our experiments.

3.3 Processing algorithms

RealGraph performs graph algorithms on it as follows:
The main thread first identifies the nodes to be processed at the current iteration by

scanning the current indicator. Next, it finds the locations of the blocks that have the
objects storing the identified nodes by using the object index in the object management
layer. Then, the main thread passes the location information of blocks and the jobs to
be performed (e.g., a function of an algorithm) to worker threads.

A worker thread examines the existence of the block containing the object to be
processed in the buffer by using the buffer index in the buffer management layer. If
the block does not exist in the buffer, the worker thread requests the block to the buffer
management layer, which loads it into the buffer in main memory. The worker thread
performs the job for the given objects in the block. Then, it updates the results to the
attribute data and sets the bits corresponding to the adjacent nodes in the next indicator.
The next indicator is used as the current indicator in the next iteration.

4 Performance evaluation

This section compares the performances of recommendation algorithms on three dif-
ferent graph engines. First, in Sect. 4.1, we present the experimental setting and the
descriptions of existing graph engines. Then, we evaluate the performances of graph-
based recommendation algorithms inSect. 4.2 and those ofMF-based recommendation
algorithms in Sect. 4.3.

4.1 Experimental settings

We conducted experiments on the system equipped with Intel Core i7-4770 3.40GHz,
Samsung SSD 850 PRO, and 32GiB main memory and installed with Ubuntu 16.4
64bit. In addition to our RealGraph, we employed two existing graph engines,
GraphChi [22] and X-Stream [30], for comparisons. They open their source code
and recommendation algorithm code implemented on top of them to the public. As
default parameters, we set the number of threads as 4 and the memory size as 4GiB
for all graph engines. The reason for setting the size of memory to 4GiB is as follows.
The intermediate and final outputs generated from our datasets used in our experiment
do not exceed the 64GiB memory. Therefore, if we use the whole 64GiB memory, it
would be difficult to investigate the difference of performances between graph engines,
because all the algorithms will be performed as an in-memory version. We assumed
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that the size of real-world datasets will exceed the memory, and thus decided to set
the size of memory for a graph engine as 4GiB.

We briefly introduce such two graph engines. GraphChi adopts the vertex-centric
model as a programming model. It organizes a graph into a number of shards (corre-
sponding to blocks in RealGraph) and requires each shard to be fit in main memory.
Since GraphChi processes algorithms shard-by-shard, it starts the scatter and gather
processing after a shard is completely loaded. It also could process the next shard after
the value propagation through edges to nodes is completely done.

X-Stream adopts the edge-centric model as a programming model. It stores the
original graph into the storage without any preprocessing. It first allows the scatter
processing by storing partial intermediate results to disk, then takes the gather process-
ing by loading intermediate results stored in the storage. Both graph engines employ
the external-memory model as a memory model to handle big graphs with limited
main memory as RealGraph.

For evaluation, we used two datasets widely used to evaluate recommendation
systems [29,33,38]:Movielens 1M1 andNetflix.2 TheMovieLens 1M dataset was col-
lected from theMovieLenswebsite (http://movielens.org) in 2000. In this dataset, 6000
users (including their gender, age, and occupation information) rated 4000movieswith
18 movie genres. The ratings are on a 5-star scale. The Netflix dataset is designed to
support the participants of the Netflix Prize. These data were collected between 1998
and 2005 and consists of 100M ratings for 17K movies released between 1890 and
2005 by 480M users. The ratings are on a 5-star scale, same as in the MovieLens
dataset.

4.2 Results with graph-based recommendation algorithms

We first evaluate the performance of graph-based recommendation algorithms on the
three graph engines. We set the number of iterations for both RWR and BP as 10 as a
default.

4.2.1 RWR

Figure 5 shows the performance of the RWR-based recommendation algorithm for
each dataset. The x-axis indicates parameter values, and the y-axis does the overall
execution time including I/O and CPU processing times. We observed that RWR on
RealGraph outperforms those on the other two engines up to 19 times. This is because
RealGraph employs the policy to process the scatter and gather phases at the same
time and also to employ block-based workload allocation. We analyze the results in
detail as follows.

Figure 5a shows the resultswith different numbers of threads from2 to 8 on different
datasets. Because the MovieLens dataset is very small, the RWR-based recommen-
dation algorithm could be performed in memory on three graph engines. As a result,

1 http://grouplens.org/datasets/movielens/1m/.
2 https://archive.org/download/nf_prize_dataset.tar.
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Fig. 5 Execution times of the RWR-based recommendation algorithm on graph engines with changing
parameter values. a Thread, b memory, c iteration
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there is little change in performance according to the number of threads. On the Net-
flix dataset, RealGraph could retain them on the main memory because of its small
intermediate results. However, GraphChi and X-Stream incur the huge I/O overhead
because they should read/write the intermediate results for edges from/to the secondary
storage. The performance of RWR with RealGraph and GraphChi gets improved as
the number of threads increases, while that with X-Stream is not changed. X-Stream
is designed to aim at maximizing the I/O performance by exploiting sequential access.
The sequential access is generally faster than the random access in terms of the I/O
performance [30]. Therefore, to avoid the interference in sequential storage accesses
bymultiple threads, X-Stream employs only a single thread. Thus, we could not expect
any improvement by employing multiple threads in X-Stream.

Figure 5b shows the results with different sizes of memory from 2 to 8GiB. On
the MovieLens dataset, the performance of RealGraph and GraphChi does not change
with the change inmemory size. However, X-Stream requiresmore execution time due
to its memorymanagement overhead as memory size increases. On the Netflix dataset,
GraphChi could store the intermediate results in memory when the size of memory is
set as 8GiB (i.e., the largest one). Thus, it achieves the overall performance improve-
ment in this case by reducing I/O overhead. On the other hand, X-Stream could not
store the intermediate results within main memory in all cases. The execution time
of X-Stream increases slightly due to its memory management overhead. Since Real-
Graph maintains the intermediate results in all cases, its performance is not changed.

In Fig. 5c, we measured the execution times of RWR on the three graph engines
with different numbers of iterations from 5 to 20. The results show that the execution
times of all graph engines grow linearly with the increasing number of iterations on
both datasets.

4.2.2 BP

Figure 6 shows the performance of the BP-based recommendation algorithm on graph
engines with varying parameter values. The x-axis indicates parameter values, and the
y-axis does the total execution times including I/O and CPU processing times. The
results show tendency very similar to that of RWR. BP on RealGraph is much faster
than those on other graph engines, up to 34 times. The detailed results are as follows.

Figure 6a shows the execution times with different numbers of threads from 2 to
8. As in the case of RWR, since the MovieLens dataset is processed in main mem-
ory, there is no significant difference in performance between graph engines. On the
Netflix dataset, the performance of BP on X-Stream does not change according to the
number of threads.When 8 threads are employed, the performance of BP onGraphChi
increases, but is not better than that on RealGraph.

Figure 6b shows the execution times with changing sizes of main memory from 2 to
8GiB. On the MovieLens dataset, the execution time of X-Stream increases due to its
memory management overhead as the memory size increases. On the Netflix dataset,
graph engines show almost constant performance, not affected by main memory sizes.
In particular, GraphChi could not maintain its intermediate results on even 8GiB
memory unlike the case of RWR.
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Figure 6c shows the results with different numbers of iterations from 5 to 20. The
execution times ofBPon all graph engines increase linearlywith the increasing number
of iterations on both datasets as in the previous experiment for RWR.

4.3 Results with MF-based recommendation algorithm

Figure 7 shows the execution times with varying parameter values. The x-axis repre-
sents parameter value, and the y-axis does the overall execution time including I/O and
CPU processing times. We could see results in ALS slightly different from those of
the previous two graph-based recommendation algorithms. In the MovieLens dataset,
RealGraph does not show significant performance improvement compared with exist-
ing graph engines. However, on the Netflix dataset, ALS on RealGraph outperforms
those on the other two engines up to 2.5 times. This result indicates that RealGraph is
more effective for big data than other engines. We now explain results in more detail
as follows.

Figure 7a shows the results with changing number of threads from 2 to 8. On both
datasets,we confirmvery similar trend for the same reasons as in the above experiments
regarding the number of threads in Sect. 4.2.

In Fig. 7b, the performance of ALS with different memory sizes from 2 to 8GiB.
As the memory-related experiments in Sect. 4.2, the execution time of ALS on the
MovieLens dataset increases with the memory management overhead as the memory
size increases only for X-Stream. GraphChi and RealGraph show almost similar per-
formance. There are two types of intermediate results in ALS that are latent factors:
one for users and the other for items. On the Netflix dataset, in the case of memory
size set as 4GiB, X-Stream could maintain only a single intermediate result in the
main memory. As the memory size increases to 8GiB, the execution time of X-Stream
decreases because all intermediate results are kept in main memory. Unfortunately,
GraphChi could not keep any types of intermediate results in mainmemory in all cases
due to the implementation for ALS under its architecture. RealGraph could maintain
all the intermediate results on main memory in all cases; thus, there is no difference
in performance.

Figure 7c shows the results with the increasing number of iterations from 5 to 20.
The execution times of ALS increase linearly with the increasing number of itera-
tions, which coincides with the results of the experiments with RWR and BP on both
datasets. On theMovieLens dataset, GraphChi shows slightly higher performance than
RealGraph at 20 iterations. However, on the Netflix dataset, RealGraph shows the best
performance, while GraphChi performs worst, in all cases.

Figure 7d shows the results with the increasing number of latent factors from 5 to
20. The execution times of ALS on the three graph engines grow rapidly as the number
of latent factors increases. Because the MovieLens dataset is very small, there is no
significant performance difference between graph engines in the MovieLens dataset.
When the latent factor is 20, RealGraph is slower than other graph engines because
RealGraph requires more setup time for the latent factor than other graph engines.
As the size of the latent factor grows, the setup time increases as well. However, as
the size of the dataset increases, the processing time during the total execution time
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Fig. 7 Execution times of theMF-based recommendation algorithm on graph engines with changing param-
eter values. a Thread, b memory, c iteration, d latent factors
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becomes much more than the setup time. Therefore, this setup time is negligible when
the size of the dataset is large. As a result, RealGraph shows much better performance
in the bigger Netflix dataset in all cases.

5 Conclusions

Recommendation systems have been widely adopted in a variety of companies
and domains due to their usefulness. There are graph-based and MF-based recom-
mendation algorithms that realize the popular CF technique, one of fundamental
techniques for recommendation. For efficient processing of such algorithms, various
single-machine-based graph engines have emerged, and in this context, we developed
RealGraph that has the following features:

– We have addressed how to realize the recommendation algorithms in order to
be efficiently performed on RealGraph. We found existing graph engines process
recommendation algorithms through repeated processing of the scatter and gather
phases. This approach generates the intermediate results, whose size gets larger
and larger as the size of a dataset increases.

– The graph engineswith limitedmemory could suffer from the lowperformance due
to I/O time to read/write huge intermediate results. We thus employed an approach
to process the scatter and gather phases together, so that it does not generate the
intermediate results. We also used the block-based workload allocation leveraging
the characteristic of real-world graphs following the power-lawdegree distribution.
This policy helps allocate the workloads evenly over threads and also reduce the
thread synchronization overhead.As a result, we could achieve higher performance
of recommendation algorithms on RealGraph.

– Through extensive experiments, we have demonstrated that RealGraph outper-
forms other graph engines up to 34 and 2.5 times in case of graph-based and
MF-based recommendation algorithms, respectively. By the results, we expect that
our algorithms on RealGraph could improve recommendation systems in various
application domains.
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